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Computing has Shifted from

Monolithic to Decentralized
COMPUTERWORLD

Servers & Data Center
leviews | White Papers | MNewsletters ;| IT Careers | SEARCH |

Big IT is back, say HP, IBM, Oracle, EMC, Cisco

HP's 'converged infrastructure,’ Cisco-EMC's BUSINESSWEEK Oracle Has Customers Over a Barrel
joint Acadia convergence sign of return - Microsoft

51 By Pat _ SO Serveronns
cor;:f Five exabytes of disk storage ship in 2010

Compuf Revenues up across the board for all major storage vendors, IDC says
sell as
virtualiz
they ha

By Lucas Mearian

March 4, 2011 12:45 PM ET ) Commentz (0} «" Recommended (0 Kl Like
There a
Microsy
Systen
offer wh

support Last year, hard disk drive manufacturers shipped 5,127
Analys petabytes of storage capacity, a 55.7% increase over 2009, according to a
These report released Friday by market research firm IDC. A petabyte equals 1
million gigabytes, and 1 exabyte equals 1,000 petabytes.

Top 54



Acceleration! Next Generation Hardware




| saw this in a Jeff Henley Talk In
2003

Larry Ellison N Mark Hurd

CEO, Oracle ’ Chairman, president and CEO,
Ellison’s plans to roll up the enterprise Hewlett-Packard

applications space show no signs With $100 billion in revenue in 2007,
of slowing. Oracle has leveraged its HP is now one of the largest tqsids)0l-
strength in the data center to cement ’ ogy companies, and Hurd has worked

its status as one of world’s most im- to add to the company’s portfolio by
portant applications and middleware expanding both its software division
vendors. and its services portfolio.
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Future Goal

IS to do this for Others:

Applications Acquisitions B B

v
msnbc ..
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U.S. business

Oracle to buy Sun

Deal comes after IBM aband

AP Associated Press

updated 58 minutes ago

SAN FRANCISCO - Oracle Corp. snj
computer server and software mak
Microsystems Inc. for $7.4 billion M
pouncing on an opportunity that o
after rival IBM Corp. abandoned an
buy one of Silicon Valley's best kngq
most troubled — companies.

The deal will end Sun’s 27-year hig
Silicon Valley’s brash independent
Oracle ownership of the Java prog
language, which runs on more thar

devices around the world. Oracle 3
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Your Applications Investmeant

Oracle acquires Pillar Data — who's up
next?

30th June 2011

With yesterday's announcement that Oracle
would be acquiring Pillar Data, Phil Jones,
CTO at Shoden Data Systems UK, asks a few
questions about the affect the purchase could
have on other mid-sized storage companies.
5 everyone open to acquisition?

To buy or not to buy?
Phif Jones, Shoden Data Systems UK



Exadata (X22)

(Oracles picture)
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InfiniBand Network B
A 40 Gb/sec each direction
A Fault Tolerant
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AA Cluster of servers and
storage linked together by
a really fast network.

EMC V-Max
—‘ Next Gen Symmetrix/DMX
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Fusion IO

10


http://www.fusionio.com/load/media-imagesMediakit/kcb62o/ioDriveDuo_Flat_orig.jpg?attach=1

‘ Violin Memory (Speed Now!)




Exadata iIs MORE than Hardware*

W

.
B
B
B
B
10 TB of user data 1TB 100 GB
Requires 10 TB of 10 with compression with partition pruning
» » Sub second
- - On Datqbase
Machine

20 GB 5GB
with Storage Indexes with Smart Scans
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_‘ Audience Experience?

v

Exadata V17 Exadata V227?X2-8?
- |

13

10x faster than any Oracle DW 5x faster than V1



g Di fferenceé

Exadata Version 1? Exadata Version 2

14



-‘ Audience Knowledge

Full RACK? Half or Quarter RACK*

15
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Some Terms

A SATA Disk 83778

Big & Slowd Like a 33/3 <7200 RPM>%
A SATA=Serial Advanced Technolog <
Attachment I '

A SAS Disk100T) &
Small & Fash Like a 45 <15K RPM

A SAS=Serial Attached SCSI (Sma
Computer System Interface)

17



WHAT is it (X2-2)?

A A prebuilt 8Node RAC cluster with Super S8

A All the CPU power you neeb(coreps
A Mega DRAM Server Memory (768G)
A SupeiMega Flash Memory (5.3T)

A Super fast interconnect (40Gb/s)

A 100

of SAS disk (28

useable)

A Database could be MUCH larger with compressi

A If you need it & can afford itd You want it!!

18



Introduction to RAC - Shared Data Model
_‘ Exadata puts it back into One Machine

Instance 1 Instance 2 Instance N-1 Instance N

A A




. How BIG is it?
s 2

A 96 Cores (16 six core CPUS) on compute seh6& cores
on storage servers (+28 six cor@b4 coregotaltfull rack

A 768G serveDRAM (100G/sec)

A 5.3T offlash cache (75G/sec)

A 100T SAS diskk8T useablé 315K RPM (21G/s; 50K 10/s
OR

A 336T disk spac&0T useabld SATA 7.2K RPM

A SATA=Serial Advanced Technology Attachment
A SAS=Serial Attached SCSI (Small Computer System In
A DRAM & Dynamic Random Access Memory 20



How FAST can it be?

v
A ALL Disks Combined:

3 SAS3 21G/s (50,000 IOPS= 300 IOPS x 12 disk x 14)
3 SATAS 12 G/s 0,000 IOP%

A ALL Flash Cache Combined (5.4G/s per cell):
0 75G/s (1,500,000 IOPS<20x more random 1/O; 2x se
A Max Data Bandwidth with Disk + Cache + Comp
0 500G/s (10x compression)

A Data Load Rate:
0 12T/hour (Full Rack)

21



. How FAST is it?
s

Compared to the competition
A 58 100x for Data Warehousing
A 20x faster for OLTP

A Also- Miscellaneous:

0 Hot SwappablRedundant Power

0 Each Database Serv&ual Port InfiniBand 40Gb/s card

0 Database Servers have Disk Controller HBA (Host Bus Adapt
512M battery backed up cache

0 Each DB Server has 4 x 1GbE interfaces & ILONIntegrated

Lights Out Manageme@diRemote power on)
22



. \Wh at O0s
v
A Fast Hardware!

A Many CPUs

A Flash Cache

ALot 86s of DRAM (Paral |l e
A Compression (save 1D8x)

A Partition Pruning (save 1D80Xx)

A Storage Indexes (savelbx)

A Smart Scan (save ¥3x)

A Turn a 1T search into a 500M search or even 50

Ma k i )




ORACLE

AAAAAAAA

How they got these NUMBERS?

A8 'compute servers (x4170
0 8 servers x 2 CPU sockets x 6 corg6 coresltel L5670

A 8 servers x 96G DRAM = 768G DRAM
A 14 Storage Servers total 336G DRANM.£T Total DRAM)
A 3 InfiniBand Switches x 36 ports = 108 ports

A 14 Storage Servers (B3®T) with Flash Cache (5T+)
0 96G x 4 banks = 394G flash cache per storage server
0 14 storage servers x 3946.376T Flash Cache
0 12 disks per storage server x 14 servers = 168 disks
0 168 disks x 600G SASIO1T SAS
0 168 disks x 2T SATA336T SATA
0 Additional total storage of 9.6T on Database Servers (146G d

A 14 storage servers x 2 six core L56468=additional cores



. Compute Server® Like 8 Node RAC!

-

o —_ —

A 8 compute servers (x41M@06 s )
08 servers x 2 CPU (9%%dEes0 0 s

A 8 compute servers x 96G (12x8G) DRAM = X8
768G DRAM

A 4 x 300G drives x 8 6T (in addition to storage serve{s)

DRAM
(8G each)




Storage Server8 Full Rack

A 14 gtorage Servers-X2 ( x4275086s) W
0 24Gx14=336G of DRAM(in addition to database serv
0 96G x 4 cards = 394G per storage server of flash cac
0 14 storage servers x 394G.376T Flash Cache
0 12 disks per storage server x 14 servess disks
0 Additional 168 CPU cores on the storage!
0 168 disks x 600G SASIO1T SAS
0 168 disks x 2T SATA336T SAS

A (, Flash
- 4% Cache

12 Disks (96G eacgg

= =1 Hot Swappable




InfiniBand - 40G/s Each way

v
A 3 InfiniBand Switches x 36 ports = 108 ports

A Leaf and spine switches wired at factory depend
needs and how magayefulR a c

L“ﬁm“

36 Ports ’ -




Put it all togetheri Oracle picture
of the Sun Oracle Database Machin

- | S

14 Storage Servers I

== i - 14x12=168 Disks
& "\ - 100T SAS or
- 336T SATA

LI

8 Compute Servers
A 8 x 2 sockets x 4 cores = 96 cores (==
A 768 GB DRAM ‘

¥

- . 0""'
. 'y 13 P ,
. )
3
. T : : ')
' | ) ) ' : 1
| wl W%
3 1t (000 |
; Hss
1 b Ty
~ .

InfiniBand Network
A 40 Gb/sec each direction B8
A Fault Tolerant

28




X2-2-One mor e

How they got these NUMBERS?

ORACLE

t 1 me

AAAAAAAA

A8computes er vers (x4170 M2
0 8 servers x 2 CPU sockets x 6 cor@gé sores

A 8 compute servers x 96G DRAM68G DRAM

A 3 InfiniBand Switches x 36 portd

8 ports

A 14 Storag&ervers with68 CPU cores Flash Cach
0 96G x 4 banks 394G DRAMper storage server
0 14 storage servers x 3946G.376T Flash Cache
0 12 disks per storage server x 14 servess disks

0 168 disks x 600G SASLE1T SAS
0 168 disks x 2T SATA336T SATA

29



How will the X2-8c hange t
How they got these NUMBERS?

s 2
A 2 compute servergg60 CPU at 2.26 GHz & 5T 9/

0 2 servers x 4 8X080C®W gockets&cores =128 cores
A 2 compute servers x 1T DRAM2F DRAM
A 3 InfiniBand Switches x 36 ports = 108 ports

A 14 Storage Servers wis8 CPltores & Flash Cac
0 96G x 4 banks = 394G DRAM per storage server
0 14 storage servers x 394G = 5.376T Flash Cache
0 12 disks per storage server x 14 servers = 168 disks
0 168 disks x 600G SAS = 101T SAS
0 168 disks x 2T SATA = 336T SATA 30

AAAAAAAA




are YOU

Five exabytes of disk storage ship in 2010

After 3 days, Google Gmail still not fixed for
cveryone
Facebook outage spotlights social media
addiction

Frustrated Facebook users find themselves jonesing for updates when
site crashes

By Sharon Gaudin
Septemnber 24, 2010 0332 PM ET L) Comments (21} «" Recommended (53 E Share

After Facebook went down on Thursday, one thing was
certain: People don't like to go without their favorite social networking site.




ORACLE

Where did all my disk space go?

v
A Lost Space:

0 100T SAS = 28T usable
0 336T SATA = 100T usable

AAAAAAAA

A Apply some compression & get it back:
5 28T usable x 10 = 280T SAS ' "L\

5100T usable x 10 = 1P SATA |




Eull Half
Compute Servers/coresB/96 4/48
Storage Servers/didks 14/168 7/84
Storage SAS 100T 50T
Storage SATA 336T 168T
Flash IOPs (max) 1,500,000750,000
InfiniBand Switches 3 3
Data Load Rates 12T/hr  6T/hr*
* Estimate

** 600G SAS or 2 T SATA;

Full Rack or start with Y2 or ¥4

Quarter

2124
3/36
21.0T
(4
375,000
2
2.4T/hr*

33



Benefits Multiply*

B
10 TB of user data 1TB 100 GB
Requires 10 TB of 10 with compression with partition pruning
r Sub second
- —— » n » On Data_base
Machine

20 GB 5GB
with Storage Indexes with Smart Scans

34




Some Case Studies

A Australian Finance GrodProcess broker commission fre
37 hours to 9 hours; Improved Siebel CRM 8X

A Turkey Mobile operat¢®7% of countryy Compression
40T to 10T

A Banca Transilva@i&0x faster queries; 30% energy savin

A Bokwang Family madtProcess 900,000 orders frotn
minutes to 7 minutes Order fllterlng from 15 minutes to .
seconds

A Enkitecd Consolidate 20 servers (two racks) into one Ex
saving an 100k power/cooling retrofits

A Finansbank Used advanced indexing/compression to
reduce 18T to 9.5TDWHSE load from 341 to 250 minut
Dally backups instead of a limited weekend only backur




Some Case Studies

A Hiscomd Cut data processing speed (data loaded from
6,000+ Coc#&ola machinesy 3,000% by consolidating
Oracle and Teradata into Exadata Also eliminated

Teradata license costs.

A LinkSharé® Reduced data center floor space and power

by 400%:8x increase in que

ry speed whilkeicing servers

and storage by eigiald; Use Enterprise Managerfor

tuning/monitoring

A Polkd 10x faster queriesReduced storage wit@15x

compression Partitioningor
A SoftBank Mobil® 8x faster g

performance improvements.
ueries; The system Is

processing one trillion items in a few second€;ustomer

logs analysis went from 25

nours to 7 hours. N



Some Case Studies

A Sogeti USA Apps migrated to ExadaReduced weekly tape
backup from 4 hours to a disk backup in 5 minutes with
replication to the cloud Reduced the number of servers anc

consolidated databases.

A Turkcelld 1.5 billion call records a gdeged HCC to go from
250T to 25T Reducedeport time from 27 minutes to 3 mingite
Reduced 10 storage cabinets to 1 Exadata rack.

A Yamazaki Bakiny3.5 M transactions per davioved from 9i to
119 Exadata (32 bit to 64 bit) amgroved performance 30x
Some reports used to never finish at montloémely now finish
d smart scans were a huge boast

A Thomson Reutei&?2 large UNIX servers to 1 Exadathlx faster
A BNP Paribas4 large UNIX servers to 1 Exadathrx fasters?




Technology
$200M

How Oracle saved $1B:
CONSOLIDATION! & Process

Axuplilh
SETEEY
HHH
rlul_!_-- _
IERARN
IERRRN
WRERERY

AL L L

-

-

Process
$750M

38



A A

Smart Scans

39



Smart Scan® 10x savings common

A HARDWARE Scans withO Code Change

0 Filters based on WHERE clause (predicates)
0 Filters on row / column / join condition
o Incremental Backup Filtering

A Works with:

0 Uncommitted data

0 Locked rows

o0 Chained rows

0 Compressed Data

0 Encrypted Data (11.2)

A You can SEE the benefit with Grid Control (OEM).,



ORACLE

Smart Scans

AAAAAAAA

A Bloom Filters used for Join Filtering
0 A way to quickly search for matches (simplistic me
0 Saves space & Is transparent to the user
0 Makes things fastéhardware level filtering
0 Tests if elements to search for are in a set
o0 Many types out there includBigomiditers

0 False positives are possible (rechecks to be perfec
addl. disk)

0 Google BigTable uses Bloom filters to reduce disk
lookups

0 Join Filtering is a perfect application for this!! «



e perfor

Ma N

A Without Smart Scgush whole table via networ
0 5T Table Scan

Statistics Activity Plan  Plan Contral®  Tuning History  SGL Monitaring

Sumimany
Drag the shaded box to change the time period for the detail section below.
14
1z
10
E CPU Coares
8 &
"
@ &
i
.:.
ﬁ 4
B os thread startup
< DF% lock handle
a cell smart table scan
06:1ZPM 06 1EPM 06:;23PM 0&:28PM 06:33PM 0&:33PM 06:43PM 0&6:45PM 06:53FM 0&6:SEPM O07:03PM 0O7:02FM B CPU Used
Detail for Selected § Minute Interval
Start Time Now 17, 2010 7:05:45 PM Run AWR SCL Repart ) | Run ASH Repc

1 of | W | Mext 10



v
The SMART Flash Cache

ALL Flash Cache Combined (5.4G/s per cell): 75G/s (1,500,000 IC
20x more random 1/O; 2x more sequential 1/O (vs. disk)



Flash Cached 20x50x faster than disk

s 2
A Caches HOT Dat&Does as LAST step!

A PCle based Flash cards (PCI = Peripheral
Component Interconnect express)

A Knows which objects NOT to cache (FTS)

A Can specify WHAT you want to cache
d STORAGE (CELL_FLASH _CACHE KEEP)
0 Table/Partition level wit€REATE or ALTER
A Write through caches is used to acceleratedrec

Data written to disk also written to cache for
future reads. 44




ORACLE

Flash Cache

A !aches

d Hot Data/Index Blocks
d Control File reads/writes
d File header reads/writes

A Does NOT cache
d Mirror copies / Backups / Data Pump
0 Tablespace Formatting
0 Table Scans (rare)

AAAAAAAA

24G x 4 doms = 96G (dom = disk on moddt@solid state
96G x 4 flash cards = 394G per storage server of flash
14 storage servers x 3946.376T Flash Cache =



ORACLE

#h. Flash Cache LRU

A CELL_FLASH CACHEstorage clause
0 DEFAULT (normaldl ar ge |/ O0s not <ca

0 KEEP (use flash cache more aggressive / May not occupy >
0 NONE (flash cache not used)

A CACHE (NOCACHE) Hint

d I/O cached/notcached in the flash cache
OSELECT [/ *+ CACHE */ =

A EVICT Hint 8 Data removed from the flash cache
A ASM rebalance data is evicted from cache when done

A Large 1/0 (Full Table Scans) on objects with
CELL_FLASH_CACHE set to DEFAULT are not cggche

AAAAAAAA




ORACLE

4. Using the KEEP cache

ALTER TABLE CUSTOMER
STORAGE (CELL_FLASH_CACHE KEEP

DATABASE

Table Altered.

SELECT TABLE_NAME, TABLESPACE_ NAME,
CELL_FLASH_CACHE

FROM USER_TABLES

WHERE TABLE_ _NAME = O0CUSTOMERG;

TABLE_NAME TABLESPACE_NAME CELL_FL

— 47



ORACLE

t

AAAAAAAA

ﬁ
A DB Request comes @ELLSRV (Cell storage server)

A CELLSRYV (first time) gets data from disk

OdData cached based on settin

0 Data to WRITE may also be cached after written if it is deem
It may be needed again.

A CELLSRYV (next time) checks:

o In Memory Hash Table that lists what is cached
0 If cached goes to flash cache
dln not cached émay cache ba

A CELLCLI> list flashcache detéllows you to monitor)
A CELLCLI> list flachcachecontewhere ObjectNumber=62340 det
(Sel ect DATAOBJ# =from obj $



t wWor Ki

ORACLE

ng

DATABASE

SELECT NAME, VALUE
FROM ASYESSIVAY
WHERE NAME IN (
Ophysical read tot al | O r eq
Ophysical read requests opt.
Name Value
physical read total IO requests 36240
physical read requests optimized 23954

(this second line (*8192) is flash cache used)

49



SELECT NAME, VALUE, VALUE*8192 VALUE2
FROM VESYSSTAT
WHERE NAME IN (
oOphysical read
Ophysical read

physical read total 10 requests 10,862,844
physical read requests optimized 2,805,003

physical read total 10 requests 11,320,185
physical read requests optimized 3,203,224
rung .....

physical read total 10 requests 11,993,845
physical read requests optimized 3,793,000

t ot al
reqguests

| S wdGduernyn g

ORACLE

DATABASE

| O request s

VALUE2

88,988,418,048
22,978,584,576

92,734,955,520
26,240,811,008

98,253,578,240
31,072,256,000

opti mi ze

50



ORACLE

| S w®ISKIL n g

DATABASE

Select sgl_text, optimized _phy read_requests,
physical read_requests,
l0_cell _offload_eligible bytes

from v$sql

where sgl_text like '%FIND YOUR SQL%'

SQL_TEXT OPTIMIZED_PHY_READ_REQUESTS PHYSICAL_READ_REQUESTS

SELECT.... 567790 688309
4.2501E+10

SELECTEé 162747 906729

4.9069E+10

run 4 ....

SELECT... 1352166 1566537 51
6.8772E+10



ORACLE

FYl & NOT DB FI

v
A Note: Exadata PCle card Smart Flash Cache
(Exadata hardware PCle Card Cache stored) Is
NOT the same as 11gR2 Database Flash Cach
(file stored) that can be used with Oracle
Enterprise Linux (OEL) and Solaris. In Databas

Flash Cache, a file can be used as data Is agec
of SGA.

A To learn more about the 11gR2 Database Flast
Cache, see the Initialization parameters
db flash cache size & db flash cache_size.

52
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** Thanks Oracle for this image

¥ Storage Indexes (11.2)

Table Index

Restricted .
Authorized

53



Storage Index 10xis common (11.2)

A Storage Indexes maintain summary information abou
dat® (like Meta Data in a way)

A A CELL LEVEL (storage) Memory Structure

A Groups things into Min/Max for various columns
A Eliminates I/Os where there is no match

A Transparent to the user

A Done at the hardware level

A Typically one index for every 1M of disk

ANOTIlikeaBTree I ndexémore | i
to skip data NOT meeting conditions

A 100% done by OracdeeNO COMMANDS NEEDED!!

54




ORACLE

|l s 1t worKking

DATABASE

SELECT NAME, VALUE

FROM VSSYSSTAT

WHERE NAME LI KE (0%storage %0) ;
NAME VALUE
cell physical IO bytes saved by storage index 25604736

(actual savings from Exadata built storage index)

55



ORACLE

N Check BOTH ser

DATABASE

SELECT NAME, VALUE

FROM GV$SYSSTAT

WHERE NAME LI KE (6%storage %0) ;

NAME VALUE

cell physical IO bytes saved by storage index 19693854720
cell physical 1O bytes saved by storage index 0

(actual savings from Exadata built storage index)

56



Case twood More advanced comparing
ORDERED data to NON -ORDERED

SQL> desc table no order

Name Null? Type
OBJECT _ID NUMBER
OBJECT_NAME VARCHARZ2(128)

SQL> desc table ordered

Name Null? Type
OBJECT _ID NUMBER
OBJECT_NAME VARCHARZ2(128) -



Case twood More advanced comparing
ORDERED data to NON -ORDERED

' select count(*)

from table no_order;

COUNT(*)

482246656

select count(*)
from table ordered,

COUNT(*)

482246656

alter system flush buffer_cache;
System altered

58



Non-Ordereddoes notuse Storage Index

' select count(*)

from table _no_order
where object_i1d=20;

COUNT(*)

Elapsed: 00:00:01.64

select name ,value from vémystat m,v$statname n

where m.statistic#=n.statistic#

and n. name | i ke ' %storage %o6
and m.value>0;

no rows selected

alter system flush buffer_cache;
System altered
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Over 10x faster e

' select count(*)

from table ordered
where object _i1d=20;

COUNT(*)

Elapsed: 00:00:00.11

select name ,value from vdmystat m,v$statname n

where m.statistic#=n.statistic#

and n. name |1 ke ' %storage %0
and m.value>0;

cell physical 10 bytes saved by storage index  1.5211E+10



& 00

w
Hybrid Columnar Compression (11.2

61



Exadata Hybrid Columnar Compression
(EHCC) 0 4-10x & 30x Is common

v
A What is it (&1 YBRID of column & row storage)?
0 Data organized by column and compressed vs. row
0 Tables organized @ompression Units (CA2P00 rows?
OCUOs span many bl ocks (32K)

0 Good for data bulk loaded (not for OLTP9 single block)
AWhat o6s it for?
0 Query Datd DWHS (NOT frequently Updated)

A How much does it compress (old OLTP was)2
0 10x in a typical data warehouse compress®igotil)
d 15x to 70x in archive compressoidlata)(we got 32)

62



Hybrid Columnar Compression

1. Column Data Compressed

Compression Unit

BLOCK HEADER BLOCK HEADER BLOCK HEADER BLOCK HEADER

cs

(i LA B B0 N |

= —
— . S = . -

2. Stored in Compression Units (Warehouse)

(Better compression when column data stored together)

** Thanks Oracle for these images (Archive) 03



Hybrid Columnar Compression

A A
A Faster Operations: Query runs without decompre
0 Compressed/ProcessedHnASH CACHE jower I/O!

0 Compressed when sent over InfiniBand!
0 Cloned compressed!

0 Backed Up compressed!

d Scans MUCH less (compressed) data

A Worth Noting:
0 Use standard table compression for OLTP
0 Single block lookup FASTER than other columnar stc
0 Updated rows migrate to normal / lower level compre




Hybrid Columnar Compression

A A
A Fully supported:

0 B-Tree Indexes

0 Bitmap Indexes

0 Text Index

o0 Materialized Views

o Partitioning

0 Parallel Query

0 Data Guard Physical Standby

0 Logical Standby and Streams (FUTURE release)
0 Smart Scans of HCC tables!
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Performance Tip:
Loading a Partitioned HCC Table

f
Problemi oading a HCC table is CPU bound process.

However, we usually notien: HW - contention" during
loading a partitioned HCC table, which was creaeiditess
the high Watermark contention within the parallel slaves
reallys/ows down the whole loading process

Solutioni oad the table partition by partition, then
exchange partitions

Achieved loading 1T of data in 10 min. on a full raek X2



Other Oracle Compression

A Data Pump Compression
d Compression = {ALL | DATA_ONLY | NONE}

A RMAN Backup Compression
0 Compression Level LOW/HIGH (New in 11.2)

A Secure File Compression
0 LOW/MEDIUM/HIGH (2 -3x compression)
o0 Deduplication & Encryption
A Normal OLTP Table Compression (since 9.2)
0 11g now supports INSERT/UPDATE
0 FASTER Algorithm

A Data Guard Redo Transport Compression
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Al so remember e b a
|l nsert :

declare '

v_t object_id number;
v_t2 object |dnumber
v_t_object_name varchar2(100)
cursor mycur is
select object_id from t2;
begin
open mycur;
loop
fetch mycur into v_t2_object_id;
exit when mycur%notfound:;
begin
select distinct t.object_id, t.object name into v_t_object_id, v_t_object name
from t where t.object_id=v_t2_ object _id;
if SQL%ROWCOUNT =1 then
insert into t3 values (v_t_object_id,v_t object name);
end if;
exception
when no_data_found
then
null;
end,;
end loop;
close mycur;
commit;
?nd; 68




Performancelmproved by 60x
|l n Exadataé write

alter session enable parallel dml;
Session altered.

SQL> @row-by-row
PL/SQL procedure successfully completed.
Elapsed: 00:03:44.94

Insert all at once:

Insert into t2

select distinct t.object_id, t.object name
from t,t2 where t.object_id=t2.object id,

98 rows created.
Elapsed: 00:00:04.95 69
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' Enterprise Manager &

Grid Control for Exadata
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